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e SOTA or Luck? The Winner’s Curse in LLM Leaderboards.
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1. A Causal Approach to Representation Learning for Unstructured Data. Sikun
Xu, Zhenling Jiang, Zhengling Qi, and Dennis Zhang. Major revision at Man-
agement Science.

1. Xu, Sikun, Ruoyi Ma, Daniel K. Molzahn, Hassan Hijazi, and Cédric Josz.
“Verifying global optimality of candidate solutions to polynomial optimization
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ference on Decision and Control (CDC), pp. 3143-3148. IEEE, 2021.
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ABSTRACTS

The Winner’s Curse in Data-Driven Decision Making: Evidence and
Solutions

Data-driven decision making involves estimating the value of each potential option and
selecting the one with the highest estimated efficacy. This approach underpins a wide
array of modern marketing, operations, and Al applications, including A/B testing,
advertising and bidding, pricing, and personalized targeting. However, several papers have
shown that the estimated effectiveness of the chosen options will be systematically
overoptimistic (Smith and Winkler 2006, Efron 2011, Andrews et al. 2024), even when the
estimated outcomes are themselves unbiased and efficient. Using simulations calibrated to
realistic parameter values from recent marketing studies, we first demonstrate that the
magnitude of the winner’s curse is often high in relevant marketing contexts, and that the
severity of the winner’s curse depends on the true performance difference between options
relative to the level of noise in the data, the number of alternatives under consideration,
and the number of observations per tested condition. We further show that using machine
learning methods to evaluate what treatment to give to individual consumers can lead to
extremely high levels of winner’s curse, especially if the machine learning functional form is
very flexible. We propose a correction method based on a non-continuous bootstrap, and
benchmark our method against several existing proposed solutions across many common
marketing scenarios. We demonstrate that our bootstrap approach generally performs well,
and usually outperforms the solutions that have been previously proposed in the literature.

SOTA or Luck? The Winner’s Curse in LLM Leaderboards

Public LLM leaderboards are now central to how models are evaluated, compared, and
publicized, yet we show that the reported performance of top-ranked models can be
systematically overstated. The reason is a leaderboard winner’s curse (WC): benchmark
scores are noisy averages over finite task sets, so ranking models in the decreasing order of
scores rewards sampling luck alongside genuine ability. This overstatement is large enough
to make the apparent winner statistically fragile: across four out of the five SWE-bench
variants we study, the published rank 1 model has less than a 50% bootstrap probability of
remaining rank 1 under task resampling. We develop an m-out-of-N task bootstrap for iid
benchmark tasks while allowing arbitrary within-task correlation among models. We prove
that the worst-case rank-induced bias (WC as a special case for the first rank) is ©(1/v/N)
in the number of tasks N, and that our correction reduces it to o(1/v/N). We also
introduce a rank probability matrix that replaces a single deterministic ranking with a
distribution over plausible rankings. Empirically, rank-1 inflation reaches 1-3 percentage
points across eight benchmark settings spanning code generation and agentic customer
service. On SWE-bench Verified, selection bias explains 47% of the winner’s apparent
top-five lead, and the top 28 models are statistically indistinguishable at the 5% level. Our
results suggest that benchmark designers should either enlarge the task pools substantially
to suppress the WC or report bias-corrected scores and ranking uncertainty alongside raw
rankings.
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